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Abstract- Apache Spark a new big data processing 

framework, caches data in memory and then processes 

it. Spark creates Resilient Distributed Datasets 

(RDD’s) from data which are cached in memory. 

Although Spark is popular for its performance in 

iterative applications, its performance can be limited 

by some factors. One such factor is of disk access time. 

This paper incorporates some approaches for 

performance improvement in Spark by trying to 

improve its disk access time. 
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I. Introduction 

Popular applications today generate data at 

a humungous rate. Data volumes generated is 

crossing petabyte scale. For example, the Large 

Synoptic Survey Telescope creates data daily of 

about 20 Terabytes. Amazon.com deals with 

millions of backend operations daily. To scale with 

this Big Data Hadoop came into the picture and 

became a standard for big data analytics. Hadoop is 

scalable and fault tolerant but it can be very slow 

since it writes & reads from HDFS instead of 

caching it in memory. To overcome this a new 

framework called Apache Spark is developed.  

Apache Spark is implemented in Scala, 

JAVA & Python. Spark is built on top of HDFS and 

has four main tools: MLlib for machine learning, 

Shark for SQL, Spark Streaming for stream 

processing and, GraphX for graph computation.  

 

Fig.1 Apache Spark Architecture 

 

Spark introduces a new abstraction called resilient 

distributed datasets (RDD). RDDs are fault-tolerant, 

parallel structures allowing users to persist 

intermediate data in memory, manipulate it using the 

operators provided by Spark and control its 

partitioning, enabling efficient data reuse in various 

applications, in particular, iterative algorithms [2]. 

 

Fig.2 A Lineage chain for RDD's created from data 

Evolution of disk technology in the past 

decade has led to design of complex storage 

systems. Big data systems such as Hadoop, 

MapReduce, Dryad rely on disk based systems to 

meet their storage demands. Google File System 

(GFS) & Hadoop Distributed Fie System (HDFS) 

[4] are capable of storing colossal amount of data. 

But, till now the emphasis of industry has been on 

disk capacity rather than disk access time. Disk 

access time is the bottleneck obstructing disk based 

systems from unlocking their true potential.  

 

Fig.3 Components for distributed execution in Spark 
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 Various mechanisms and strategies are 

used to compensate access latencies. Data is 

replicated and placed on numerous nodes to improve 

job completion time and throughput. Data locality is 

also maintained for increasing throughput. 

II. Motivation 

During processing data with Spark a crucial 

artifact that needs to be checked is its performance 

optimization. Spark is popular for high performance 

computing in iterative applications, evidence has 

shown that performance of iterative application is 

limited by factors such as disk access time, 

algorithmic strategies used, code efficiency and 

virtualization. Until now no concrete work is done 

or being done to address these issues. So it is 

important to start working on these issues. In next 

section we see the approaches for improving 

performance of Apache Spark. 

III. Approaches for Improving Performance 

A. Caching 

There has been a humble amount of work 

on in-memory storage and caches to improve job 

performance: such as PACMan [5], presents a 

caching service that coordinates access to the 

distributed caches. The key features of this service 

is that it (i)operates in a datacenter setting with 

parallel jobs, thereby leading to a coordinated 

system, and (ii)focuses on job speed up as opposed 

to hit-ratio. Zhang et al proposed a system named as 

HDCache [14] which runs as a daemon on the host. 

HDCache is built on the top of HDFS and they are 

loosely coupled. This system is viewed as Client 

Server architecture. The third-party need to do is to 

integrate with a client-side dynamic library. The 

third-party applications use the cache to access data 

stored in HDFS transparently.  

The HaLoop system [8] is designed to 

make facility for iterative processing on the 

MapReduce framework. It uses a new task scheduler 

that leverages data locality. It also caches and 

indices application data on slave nodes. HaLoop 

relies on the earlier file system and has the same task 

queue structure as Hadoop but the task scheduler and 

task tracker modules are improved whereas loop 

control, caching, and indexing modules are freshly 

presented to the architecture. In authors in [9] 

suggested a distributed storage middleware 

HyCache to allow input output efficiently influence 

the high bi section bandwidth of the high speed 

interconnect of massively parallel high end 

computing systems. In this also proposed and 

analyzed new caching technique named as 2 layer 

scheduling for optimizing network coast and 

heuristically reduce the disk input/output cost and 

evaluated system along with caching mechanism at 

large scale. 

B. Prefetching: 

An array of prefetching techniques have 

been proposed to improve the performance of main 

memory in computing systems [10] [11]. Cache 

techniques used to improve effectiveness of cache-

memory systems have been widely explored for a 

variety of hardware and software platforms [12] 

[13]. An increasing number of computing systems 

are built to support multimedia applications; various 

prefetching mechanisms were developed to improve 

performance of multimedia systems. A few studies 

were focused on prefetching approaches to boosting 

I/O performance in computer systems [15] [16]. 

Many existing prefetching solutions were designed 

specifically for local file systems.  

C.  Replication: 

Data replication in distributed file systems 

has also been studied in the context of cutting down 

the tasks completion time: such as DARE [3] which 

smartly builds data replicas to achieve maximum job 

performance and proposes a two-phased solution to 

the replica allocation and placement problem: First, 

analyze the existing production systems to obtain 

effective bandwidth, data popularity distributions, 

and uncover characteristics of access patterns, 

Second use distributed adaptive data replication 

approach which inherently uses probabilistic 

sampling and a competitive aging algorithm to 

accomplish the task of determining the appropriate 

number of replicas that should be allocated for each 

data file and where should they be placed. CDRM 

[6] which is a replica placement scheme for Hadoop, 

aims to improve file availability by centrally 

determining the ideal number of replicas for a file, 

and an adequate placement strategy based on the 

blocking probability. However, the effects of 

increasing locality are not studied. Along the same 

lines as DARE, Scarlett [7] is an off-line system that 

replicates blocks based on their observed access 

probability in a previous epoch. Scarlett computes a 

replication factor for each file and creates budget 

limited replicas distributed among the cluster with 

the goal of minimizing hotspots. Replicas are aged 

to make space for new replicas. While Scarlett uses 

a proactive replication scheme that periodically 

replicates files based on predicted popularity, DARE 

proposes a reactive approach that is able to adapt to 

popularity changes at smaller time scales and can 

help alleviate recurrent as well as non-recurrent 

hotspots. One of our previous works [17] provides a 

further review on replication algorithms. 

IV. Proposed Approach: 

In the previous section we’ve seen the various 

approaches available for improving performance. 

Caching improves job performance as our study 

shows. Other advantages which can be seen because 

of caching are increased speed of system, less 
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resources usage, reuse of storage and data.  Thus it 

reduces server load and speeding up the application. 

Prefetching data helps us avoid I/O stalls. So, 

looking at all the advantages which are possible 

cause of the above mentioned approaches we are 

trying to integrate them in Apache Spark. 

We calculate optimal cache size for a 

system. The work-load W(l) of the system according 

to cache size l is defined by the following  

 

W(l) = aD(l) + bU(l)+cl2    

 

, where U(l) the number of content uploads into local 

file system, D(l) denotes the number of content 

removal from local file system, and l2 the cost due 

to cache size; a, b and c are weights for each term. 

We assume 1 for each a, b and c for simplicity. The 

smallest work load is obtained for the optimal cache 

size. 

 

CONCLUSION: 

In this paper we have seen different approaches for 

improving performance of Apache Spark. Every 

approach mentioned in this paper can show 

significant improvement in performance in terms of 

data movement. Integrating the above approaches 

can greatly benefit Spark. 
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